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Abstract

The electric grid is a vital infrastructure that supplies power on
which modern society depends, and maintaining its reliable service
and resilient operation is essential. The grid’s performance typically
relies on a few key components. However, efficiently finding these
components is challenging, due to the geo-distributed scale of the
grid, complex physics governing power flows, and automated net-
work response. Realistically identifying these key components must
also consider the temporal aspect of how failures affect the network.
In this paper, we address the problem of identifying worst-case dis-
ruptions to the grid, under the sequential failure of components.
We present SEQUIN, a framework leveraging network science prin-
ciples and physics-based constraint optimization to explore such
failures in the grid. We formulate the problem using a sequential
N-k interdiction model, which provides a methodology to explore
and capture interactions between the failures and network response.
Our approach defines several network properties to assess the con-
tribution of each component towards its operation, and provides
an efficient guided exploration of attacks. We also provide a toolkit
to help reason about the impact on the grid. Extensive experiments
on multiple benchmark grid networks are conducted to show the
efficacy of our approach and demonstrate how the varying the
sequence of attacks can result in different levels of disruption.
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1 Introduction

The electric grid is a critical infrastructure system responsible for
generating, transmitting, and distributing power to our cities and
communities. It consists of an interconnected system of generators
which serve as sources of electricity (e.g., power plants, wind tur-
bines); buses, transmission lines, and distribution lines which form
a transport network to carry electricity; substations which help
manage the flow of electricity for distribution; and end users who
consume power for their daily needs (e.g., homes, restaurants, etc.).
The grid also contains systems for real-time monitoring and control
such as Supervisory Control and Data Acquisition (SCADA) to help
ensure power stability and balance. However, recent events such as
Hurricane Harvey in 2017 [41] and the Moore County substation
terror attack in 2022 [38] have revealed the fragility of the electric
grid, and how its failure from natural disaster or man-made attacks
can lead to disruptions with major consequences.

Many grid systems are dependent on a few key components (gen-
erators and lines) to effectively serve end users [6, 11], but identify-
ing such elements efficiently (e.g., for ruggedization), in particular
combinations, is challenging. One factor is the geo-distributed scale
and complexity of the network, which cover large areas with thou-
sands of nodes and links. The physics governing power flows and
their interdependencies in the grid also contribute to the difficulty
in predicting the impact of a failing generator or line: non-essential
components for normal operation may become crucial as more
failures occur. Moreover, the automated response of grid networks
based on physics and engineering may potentially lead to undesir-
able power flows (e.g., blackout) that can occur before grid operators
can intervene. Within the literature, it often assumed that these
sets of component fail simultaneously (or near simultaneously).
However, we observe that considering the time between failures
is also essential in analyzing grid performance, i.e., understanding
when failures would occur is just as important as where they occur.

Despite these challenges, we can leverage multiple structural
and behavioral aspects of the infrastructure to provide insights
into the vulnerabilities of the grid. First, the network topology and
physical characteristics of its components (e.g., capacities of lines,
locations of load demands) can be used to find bottlenecks in the
grid. We can also study the network’s response to failures over time
to capture its behavior and the contribution of each component in
supporting network operation. In doing so, we can discover the
spatiotemporal dependencies between different components, and
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the conditions under which they become more important. Collec-
tively, these provide an intuition for how failures in the grid can
affect its ability to deliver power to end users.

This paper presents SEQUIN, a network science and optimization
based approach to examine how failures in the grid infrastructure
can lead to large disruptions in service. We explore this problem
through the framing of a sequential N-k interdiction model, which
conceptualizes two opposing players whose goals are to produce or
protect against worst-case disruptions. In this context, we look to
develop methods that relax the assumption of simultaneous failures
of components, and show how key components of the grid can
be efficiently identified based on their impact in the network. We
define several network properties and metrics that can be monitored
to characterize the current state of the grid, and its capacity to
serve power. Physics-based constraint optimization models are also
leveraged to capture subsequent network behavior, and predict
impacts of future failures. Our key contributions include:

o The SEQUIN framework utilizing network science and bi-level
constraint optimization to identify sequential attacks in the grid

e A mathematical formulation of the sequential N-k interdiction
problem as a multi-level, physics-based optimization model

e A detailed validation of the SEQUIN approach using multiple
academic benchmark grid networks

e A comparison of sequential failures with simultaneously failures
which demonstrate that the sequence of an attack matters.

We organize the rest of the paper as follows: Sec. 2 examines
methodologies in analyzing the resilience of the power grid, and
identifying crucial components of networks. Then, in Sec. 3 we
introduce key concepts in the electric grid domain and formalize
the sequential network interdiction problem. The SEQUIN solution
approach is then detailed in Sec. 4. Our experimental validation is
presented in Sec. 5, and we discuss future directions in Sec. 6.

2 Analyzing Resilience of the Grid

We next discuss the problem of identifying the key components
in the operation of the grid infrastructure. To this end, we present
background for N-k interdiction, and methodologies used to study
worst-case disruptions to the grid and their limitations.

2.1 Background and Challenges

The problem of identifying the components whose failure leads to
the worst-case disruption in a network is considered NP-hard [3].
Hence, some research efforts have focused towards techniques uti-
lizing network science and machine learning to gain insights. Typi-
cal topological properties, which focus primarily on the structure
of nodes and edges in the network, include power law relationships
with degree [20, 30], and betweenness [1]. Empirical properties,
which are normally derived by running simulations to study impact,
include centrality [5], percolation [12, 16], and criticality [2, 14, 15].
Indices for resilience have also been proposed to help quantify mea-
sure the reliability and robustness of different events [22, 27, 32]. In
addition to these traditional methods of studying networks, work
in applying machine learning to characterize and identify vulnera-
bilities have helped to extract more complex relationships between
network structures (nodes/edges) and behaviors (phenomena of
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interest). Techniques such as Bayesian networks [19, 44], spec-
tral clustering [29], and support vector machines [13] have been
adopted in this manner. Emerging deep learning architectures have
also been used to study the complex physics driving network be-
havior, from physics-informed neural networks [33, 42] to deep
reinforcement learning [9, 18], and more.

The N-k Network Interdiction Model. A common model
used to quantify the resilience of a network to failure is the N-k
interdiction model, which is based on the zero-sum Stackelberg
game [25, 34, 36, 45]. In this context, the goal is to find the k
components of a network of size N whose simultaneous (or near-
simultaneous) failure most impacts the grid. A typical setting con-
siders two opposing players: an attacker who aims to select k com-
ponents to disable to cause the most disruption in service; and a
defender who aims to minimize the degradation of service caused
by the attacker’s actions (e.g., by rerouting power flow, adjusting
generator output). The degree of service disruption is normally
measured using load shed, which represents the amount of power
that needs to be cut from the network to maintain system operation.

For the attacker, one key factor is the extent of knowledge about
the system. Models assuming perfect knowledge, where the attacker
is fully aware of the system’s state and response, are often explored
under worst-case conditions [24, 31, 34]. Work in studying attack-
ers with imperfect knowledge, e.g., due to dynamic/unpredictable
demand patterns or limited access to system topology and data
have also been considered [23, 40]. Attackers can also be restricted
on their ability to interdict specific components in the network.
Efforts such as [34, 35] extend the traditional interdiction model
with spatial constraints on the attacker to better model credible
attacks, while others like [8, 26] examine ruggedized infrastructures
with protected generators/lines. On the other hand, the defender’s
power is based on their ability to respond to attacks and maintain
system functionality. This can be based on a defender who has full
knowledge of the network by default [31, 34], or one that oper-
ates in uncertainty, e.g., due to false data [37, 43] or unidentifiable
attacks [28]. The adaptability of the system, such as modifying
topologies through line switching [10, 46] has also been explored.

Key Limitations. A common assumption made in many inter-
diction models is that the failure of its key components is simul-
taneous. We argue, however, that considering sequential failures
instead, in which components are disabled one after another, offer
a more realistic depiction of the attacks on the grid and their sub-
sequent response. This comes from the observation that attackers
are unlikely to be able to fail their selected components at the same
time before an automated network response; other natural events,
e.g., power trips, also follow this pattern. Moreover, such sequential
failures have a potential in some scenarios to cause higher worst-
case disruptions than their simultaneous counterparts, as we will
demonstrate later; this is due to the additional degree of freedom
in selecting when failures occur as well as where. As a result, new
analyses to study and understand the impact of sequential failures
in the grid is also required.

2.2 Overview of the SEQUIN Approach

To comprehensively study sequential failures and the impact in
the grid, an attacker would need to explore all possible sequences
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Figure 1: Overview of the SEQUIN Architecture

of failures. However, doing so quickly becomes computationally
intractable as the scale of the network and size of an attack grows.
Thus, our goal is to develop scalable and effective strategies to ex-
plore attacks on the grid. To this end, we present SEQUIN: a network
science and optimization based approach to generate sequential
attacks and reason about their impact, using the framework of a
SEQUential INterdiction model. The intuition behind SEQUIN lies
in how structural and behavioral properties derived from network
science principles can help quantify the stability and adaptability
of the grid when failures occur. Efficient physics-based models for
power flow are employed to provide a realistic approximation of the
evolving dynamics! in the network. This provides insight into the
role that network components play in the operation of the system.
Fig. 1 shows the general workflow of SEQUIN. Let k, the total
number of components that an attacker can choose to fail, be a fixed
parameter. We assume that the underlying grid network’s topol-
ogy and physical characteristics of its components are provided
a priori, e.g., from public sources like [39], or by grid operators.
Our approach leverages three core modules to address the problem
of identifying worst-case sequential failures in the grid. First, the
Guided Exploration module searches for potential attacks in the
grid based on a number of monitored network properties. Intu-
itively, we look to capture notions of: (i) cut impact which measures
the expected load shed from the next failure; (ii) transmission width
which quantify the difficulty of isolating a load from its nearest
generators; (iii) criticality which measures the ability of grid compo-
nents to adapt to future failures; and (iv) load density which reports
the amount of load in a region of the network. The constructed
attacks are provided to the Interdiction Model module, which
plays the sequential interdiction game that fails components in the
network one after another. The results of our exploration consist of
a collection of attack sequences; we next analyze these sequences
to gain insight into which attack prefixes are likely to lead to large
disruptions in our Impact Reasoning module. We provide our
SEQUIN framework as an open-source toolkit on GitHub [4].

3 Modeling Sequential Failures in the Grid

Next, we formalize the problem of identifying worst-case disrup-
tions under sequential failures of key grid components. We first
describe characteristics of the network, and how sequential compo-
nent failures affect the grid. Then, we present the problem using
an N-k interdiction model. A notation table is provided in App. A.

!For the purpose of this paper, we model the dynamics of the power grid as a sequence
of steady state models.
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Electric Grid Infrastructure. We model the electric grid as a
graph G = (N, &), where nodes represent buses, and edges repre-
sent branches or power lines. Each bus node i € N is characterized
by its voltage phase angle 6;, which measures the shift in voltage
(relative to a reference bus). We use two subsets of buses, N9¢"
and N'0%4 to denote buses i that are co-located with: a generator
producing at most plg + power, or a load consuming p;i power. Each
branch (i, j) € & is characterized by a quantity representing the in-
verse of its reactance b; , and its thermal rating ¢; It these represent
the difficulty and limits on power to be carried in the grid.

Dynamics of the Electric Grid. During its operation, the elec-
tric grid transports power produced at generators through lines
to meet load demands in the network. This requires setting the
generator power outputs, and determining how much is carried
by each line. We define this formally using: generator setpoints plg
denoting the power output of a generator at bus i; and power flows
pij indicating the power carried on branch (i, j). As changes occur
(e.g., failures), generators modify their power output, also referred
to as ramping up/down, over a set period of time. We assume that
ramping cannot occur instantaneously, unless the generator is shut
off. We capture this using §;, a bound on the change in power output
from a setpoint p? . Power flows in the grid are arbitrarily directed,
since electricity flows in only one direction at any given time. Let
&S (i) and & (i) denote the edges that lead from or to bus i.

To maintain system operation after the failure of components in
the grid, load may need to be cut from the network, e.g., if generators
cannot supply the power needed to satisfy load demand. This can
occur in the network manually (when directed by a grid operator),
or automatically (when protection systems activate). Let p} denote
the amount of load shed from bus i. In the timescale considered
for the sequential attack, we assume that load cannot be recovered
after it is shed. This emulates the typical grid operator’s response,
i.e., to avoid intermittently providing power to consumers.

Physics of Power Flows. The amount of flow carried through
the grid is governed by two laws of physics: (i) Kirchhoff’s Law
enforces the balance of flow at each bus in the network (Eq. 1a); and
(if) Ohm’s Law relates flows on branches to the difference in voltage
phase angles across each branch (Eq. 1b). We assume that DC linear
approximations are applied in the grid network, as in [31, 35], which
approximates AC power with DC power.

pl-pi+pi= > pii- D b
(i.j) €&f (i) (J.i) €& (i)
pPij= bi,j(gi - Gj)

Sequential Failure Model. We initially assume that the grid
is operating at full capacity, i.e., the grid is able to deliver power
to all load demands. Suppose that after some time, one component
fails. The grid then must reroute power flows and ramp generators
up/down to compensate for the lost capacity, without violating laws
of physics or engineering constraints. If the degraded network can-
not meet load demands, then loads must be cut, i.e., load shedding.
For the sequential component failures considered for this paper,
suppose that failures occur one after another, and are interleaved
with a network response, i.e., adjusting generator setpoints and
power flows, and shedding load if needed. We assume that these
failures can occur before or after the grid reaches steady state.

Vie N (1a)

V(i,j) €& (1b)
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Since we are interested in the impact of each additional failure,
we analyze the evolution of the network dynamics in discrete time
epochs. To this end, let rounds r € 1, ... R denote each epoch. Then,
we define x as the sequence of components in the grid G that have
failed before or at round r. We let the full sequence, i.e., ER, have
length k, where k is given. For ease of study, we assume that the k
components of x¥ are disabled across k fixed time epochs (i.e., R=k)
and that some network response occurs after each failure. After
each round, let pi’r, pz It and p?’r denote the generator setpoints,
power flows, and load shed in the network, respectively.

Attacker A Start attack round Defender D
Interdict x;;
Search for k :er i prwn  Vinimize
components Network State, Load She degradation of
whose : service caused

sequential

by attacker

Interdict x;;

failure results
ol e Network State, Load Shed
disruption

Minimum load shed

Figure 2: Sequential N-k interdiction model

Formally, the sequential N-k interdiction model is a tuple (A, D),
where A is a sequential attacker, and D is the defender, as depicted
in Fig. 2. To define these models correctly, care must be taken to
prevent the defender from having a “lookahead” feature in which
they know the attacker’s next actions. For a round r, the attacker’s
and defender’s actions rely on the state of the network (defined
using generator setpoints and branch power flows) in round r — 1.
This is due to how generators are bounded how much they can ramp
up/down. Let 6" denote the network state in round r, and " (-) be
the assignment of variable (-) in o”. We first define the defender
model recursively, and then present the sequential attacker model.

Defender Model. The defender D is the player who aims to
minimize the disruption to the grid. This is done by rerouting power
flows and ramping generators up or down as part of the network
response to a component failure. We assume that the defender’s
actions are determined by a max loadability strategy, which aims
to satisfy as much load demand in the network as possible. Then,
we formulate the model for the defender in (2) as follows:

D(x;0) =min )" (pf - p}) (22)
ieN
s.t. pig—p;i+pf = Z pij— Z P YieN (2b)
(i,j) €&F (i) (J.i) €& (i)

Y(i,j) €& (2
Yie N9 (2d)
Vie N9 (2e)
Vie N9 (2f)
V(i,j) €& (29
Vi e Ntoad  (2h)

pij=b;;(0; - 0))x;;
p] <min{o"" (p]) +61.p]"}z;
pY > max{0,0" " (p?) - 5}
z; <07 (z;)
—t;;(1=x(;) <p;; < t;;(1—-x];)
o™ (p}) < p} < b
The defender’s goal is to minimize the total load shed across the
grid (2a). We use (2b) and (2c) to represent the physics of power
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flows. In round r, a generator at setpoint o(p? ) can ramp up/down
by at most §;, but cannot fall lower than 0 or be greater than its
maximum power output p?’+. This is captured in (2e) and (2d). We
use (2f) to express that after a generator shuts off, it cannot turn
back on for the timescale of the sequential attack. The thermal
rating of branches must also not be violated, as shown in (2g). We
model that previously shed load cannot be recovered in (2h).
Attacker Model. The attacker A is a player whose goal is to
cause the most disruption (i.e., load shed) to the grid. To this end,
the attacker iteratively selects several sequences of k components
in the grid to fail, and learns which sequences lead to larger load
shed. In general, the attacker is not bounded by the number of se-
quences they can explore; however, complete enumeration is often
computationally intractable (even with small k). Thus, the strategy
of the attacker in efficiently selecting sequences of components
to fail is crucial; we describe this as part of our approach later in
Sec.4. To focus this paper, we assume that the attacker can only
select transmission lines to interdict; extensions for other types of
components can be made as in [31]. Thus, our binary interdiction
variable will be index per branch (i, j): xir’j = 1if (i, j) is interdicted
by round r. We define the model of the attacker in (3) as follows:

ARK) = max 31 1ong o (0]) (32)

s.t. Zremx;j <1 Y(i,j) € & (3b)
roo_ r

Z(i,j)e&xiJ_k Vrel,...R (3¢)

x" = Zr’srxir’j VxZ}l e x"! (3d)

o =D(x";0"h) Vre2...R (3e)

The attacker’s objective in (3a) is to find the sequence x” that
maximizes the defender’s load shed at round R. This is constrained
by cutting a line at most once, and the number of lines to cut per
round, k", as expressed in (3b) and (3c). Note that the attacker is
only able to add to the lines that are cut, i.e., once a line is failed,
the decision cannot be reverted (3d). The defender’s actions across
each round are captured by the attacker in (3e).

4 The SEQUIN Solution

This section presents the SEQUIN solution, which details: (i) a
Guided Exploration module where we propose a strategy for the
attacker to generate sequences of failures to examine; and (ii) an
Impact Reasoning module where we analyze the load sheds from the
explored sequences to gain insight into grid vulnerabilities. These
modules are provided as a toolkit published on GitHub [4].

4.1 Guided Exploration

Our goal here is to inform the attacker’s strategy in the sequential
N-k interdiction model. To this end, we first define several network
properties which help indicate when the system may experience
large disruptions. We then construct a set of attack sequences based
on monitoring the state of the network for these properties. App. B
provides algorithms for computing these network properties.
Definition: Cut Impact. The immediate potential to cause load
shed is important in understanding which lines, when cut, produce
the most disruption. We define the cut impact in the network to be
the total load that a defender sheds due to a failure. This represents
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a one round lookahead for the defender’s response, as shown in
Eq. 4. In general, a higher cut impact will yields more load shed.

CI(G.x".0) = max D(x"U{x;;}:0) (4
L]

Definition: Criticality. Another key property of the state of
the electric grid is its ability to re-route power through different
paths in the event of failures. We capture this notion of flexibility
by measuring the criticality of the generators and branches in the
network. This is defined in Eq. 5a as the sum of the criticality
for generators (Eq. 5b) and branches (Eq. 5¢); a higher criticality
indicates less flexibility in re-routing power to satisfy load demands.

C(G.0) =), GCEa) + ) BC(ijio) (52)
where  GC(iz0) =min (|pf” - o ()], p{" - o (p)])  (5b)
BC(i,j;0) = |t,‘,j_0-([7i)j)| (50)

Definition: Transmission Width. Load demands in the net-
work that become isolated from generators nearest to them will
typically need to be shed by the grid operator. Using this intuition,
we derive the transmission width property, which aims to capture
the number of ways that power can be supplied to a particular load.
Eq. 6 models this as the minimum number of lines that need to be
cut to isolate the node from its nearest generator. A smaller trans-
mission width represents a load that can be disconnected easier.

TW(i) = gngigHS :Yg € N : Bpath(g,i, G-S)}| (6)

Definition: Load Density. Regions of the network where large
loads exist are more likely to result in more load shed when attacked.
We characterize the network in this manner using the load density,
which is a measure of the total load in a topologically connected
component of the network. Eq. 7 presents the load density, which
is the sum of loads in the node’s cluster. To construct each cluster,
we group adjacent nodes with the same transmission width.

N d
LZ)(I) - Zjecluster(i) pj (7)

Generating Attack Sequences. Given these network prop-
erties, we next generate varying attack sequences to inform the
attacker. Alg. 1 details this process. First, we find the initial steady
state of the grid (line 1) and compute the previously mentioned
network properties (lines 2-7). We first find the power flows and
criticality of branches through the network (lines 3-5). Then, we
note that the transmission width and the load density are used
together, since part of the definition of load density includes group-
ing nodes in the network based on their transmission width. We
compute the ratio of these two quantities as the value of the edges
in the cluster (line 6-8). Intuitively, clusters with higher load density
and lower transmission width are more impactful in the network
and easier to isolate. In general, the sequences of attacks that are
worth exploring are ones that contribute greatly to the operation
of the network, e.g., high criticality. Thus, we take the top expl
values from each of the computed sets to play the sequential N-k
interdiction (lines 9-11). For each sequential failure, we consider
using a truncated variant of the cut impact, which only contains
lines whose power flows, criticalities, or ratio of transmission width
to load density are high (line 14-22). This process is construct attack
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Algorithm 1: Guided Exploration
Input: Graph G = (N, &), int k, int expl
Output: Attack Sequences S
// Put system into equilibrium
o « SolveSteadyState(G)
// Get network properties
2 pfs,crits,twld — map(), map(), map()
3 for (i,j) « & do
crits[(i, j)] « BC(i, j;0)
L pfsl(ij)] « O-(Pi’j)
fori € N do
L twld[i] « LD(i)/TW(i)
twld «— MakeGroups(twld)
// Extract ‘expl’ components from each
9 top_pfs < GetTopValues(pfs,n=expl)
10 top_crits « GetTopValues(crits,n = expl)
11 top_twld «— GetTopValues(twld,n = expl)
// Generate attack sequences
12 S0
13 top_values «— {top_pfs U top_crits U top_twld}

[

'S

o

IO

3

14 for xg « top_values do

15 | x (]
16 nextcomps «— 0
17 forx <« 1,...kdo
// Get next component to attack
18 if x == 1 then
19 ‘ s.append(xo)
20 else

// Find component with largest cut impact
from ‘nextcomps‘

21 x" «— CI((N,& —x),nextcomps; o)

22 s.append(x’)

// Evaluate interdiction model and update
‘nextcomps‘ based on next state

23 o PlayInterdictionModel(G,x, o)
24 nextcomps — UpdateTopValues(c , top_values)
25 ce—o

26 | S—Su{x}

27 return S

sequences iteratively, and selects the next component to fail based
on the previous states of the network. The set of attack sequences
is then collected and returned as output (lines 25-26).

4.2 Impact Reasoning

The explored attack sequences can then be analyzed to give in-
sight into the different levels of load shed disruptions caused by
sequential attacks. In particular, by aggregating sequences of fail-
ures based on their common prefixes, we can identify when and
where component become crucial in the grid.

Analyzing Attack Sequences. To understand the range of
impacts of the attacks explored in Alg. 1, we construct an attack
tree that integrates prefixes of sequences with their resulting load
shed disruption. In this attack tree, nodes represent the failure of a
component and the resulting state of the grid, while edges represent
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Algorithm 2: Analyze Attack Sequences

Input: Set of Attack Sequences S, int k, Initial State o
Output: Attack Tree 7
// Initialize attack tree

1 T« {o}
2 forl «— 1,...,kdo
3 fors «— S do
4 if [ == 1 then pa_x « o else pa_x « s[l - 1];
5 x < s[l]

// Found common attack prefix
6 if (pa_x,x) € T.getEdges(level =) then
7 prevsheds «— T .get((pa_x,x),l)
8 lo « min(s.loadshed, prevsheds.lo)
9 hi «— max(s.loadshed, prevsheds.hi)
10 loadsheds < (lo=lo, hi=hi)
11 else

// Start new attack prefix

12 loadsheds « (lo=s.loadshed, hi=s.loadshed)
13 addEdge(T, pa_x,x)
14 B addWeight (T, pa_x, loadsheds)

15 return 7

a transition to the next failed component. In this way, any path from
the root of the tree to any node represents a prefix of a sequential
attack. We annotate each node with a range of the potential future
load shed disruption that can occur by further exploring paths that
contain the node. Alg. 2 provides details on the construction of this
tree, and how it can be used by a grid operator.

Our analysis occurs in two steps. First, the attack tree is con-
structed starting with a root node that assumes no failures have
occurred (line 1). We then building the different levels of the attack
tree based on the explored attack sequences. Each level [ of the at-
tack tree consists of nodes that represent the /th component failure
in an attack sequence. The first level is constructed by adding an
edge from the root node to new nodes representing the first element
(i.e., component failure) in each sequence. Subsequent levels then
add edges from level [-1 to I (lines 4-5). During the construction
of this tree, we maintain a record of the minimum and maximum
load shed disruption for each node (lines 6-12). We comment that
thresholds for the load shed disruption can then be placed within
the tree. By comparing the range of possible load shed values at
one node, grid operators can quickly gain insight into how future
failures impact the grid. Note that the attack tree is only run on the
set of attack sequences found in the Guided Exploration phase of SE-
QUIN; thus, the attack tree will consider |S| attack sequences. We
envision that this an be used to allow grid operators to potentially
take action to help avoid or mitigate large scale disruptions.

The SEQUIN Toolkit. To help grid operators and stakehold-
ers with studying potential sequential attacks on the grid, we also
developed the SEQUIN toolkit, which allows visualization and ex-
ploration of different attack sequences and their respective im-
pacts. Detailed instructions to install and use the SEQUIN tool are
published on GitHub [4]. Fig. 3 depicts a grid with a few failed
components. We envision that such a tool can be utilized to cap-
ture different attacks on the grid and the contribution that each
component has towards the operation of the network.
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Figure 3: SEQUIN Toolkit

5 Experiments

In this section, we evaluate the SEQUIN approach on several bench-
mark power grid systems. Our experiments establish that varying
the orderings of attacks can make a difference in the amount of load
shed disruption in the grid. We also show the efficacy of the SE-
QUIN approach in generating attack sequences efficiently relative
to other baseline comparisons.

Power Grid Datasets. We explore six benchmark power grid
case studies of varying scale from the PGLib-OPF v23.07 library [39].
Three smaller networks with <100 nodes/edges and three larger-
sized networks with >100 nodes/edges are utilized. Each network is
normalized to present power in the “per-unit” base. Table 1 presents
basic statistics about each network evaluated.

Table 1: Electric Grid Networks

Total Load
Case Study # Bus # Branch # Generators .

(per-unit)
Case 14 IEEE API 14 20 5 4.63
Case 39 EPRI API 39 46 10 100.93
Case 60 C 60 88 23 89.40
Case 118 IEEE API 118 186 54 68.75
Case 162 IEEE DTC 162 284 12 72.39
Case 240 PSERC 240 448 143 1441.797

Experimental Setup. To simulate variation in load demands
in each evaluated network, we modify the load p;.i at each bus by
randomly sampling a uniform distribution ‘ll(p:i * 95%, pld % 105%),
i.e., the load is modified to between 95% and 105% of its original
value. Then, the network’s state (consisting of generator setpoints
and branch power flows) is placed into equilibrium by solving
the optimal power flow for the system. Our experiments use this
equilibrium point as the initial state of the network. We conduct our
experiments on an M1 MacBook Pro with 16 GB of memory and 10
CPU cores. The code was implemented in Julia using the JuMP [21]
interface and the PowerModels [7] optimization library. Gurobi [17]
is used for optimization, using a 1% optimality tolerance. Each result
obtained reports the average across three runs. We publish our code
implementation on GitHub [4].
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Baseline Comparisons. We compared SEQUIN against several
baseline techniques used for identifying failures. The standard base-
line (STD) [36] assumes that lines are interdicted simultaneously (or
near-simultaneously) without an intermediate network response.
We note that this approach identifies the worst simultaneous fail-
ure under settings studied in most N-k interdiction models. The
permutation baseline (PERM) iterates through all orderings of the
solution from STD, and returns the one with the most load shed - a
natural heuristic extension of simultaneous N-k. We also consider
three greedy heuristic baselines for generating attack sequences:
(i) Greedy-FLOWwhich selects lines based on its current power
flow; (ii) Greedy-SHED which selects lines based on the resulting
load shed; and (iii) Greedy-CRIT which selects lines to increase
criticality. To allow each of the greedy baselines to explore more so-
lutions, the top 10% of lines that maximize the greedy heuristic are
also tested, e.g., the top 10% of lines with highest power flows would
be evaluated for Greedy-FLOW. Finally, for small networks and/or
small k, we additionally report the enumeration baseline (ENUM),
which exhaustively explores all possible orderings of attacks, and
returns the one with the most load shed. This effectively captures
the worst-case disruption for any setting, but becomes computa-
tionally intractable as the network scale grows. As described earlier,
all disruption to the grid is measured using load shed.

5.1 Impact of Sequential Attacks

Our first experiment examines the impact of considering a sequen-
tial attack on the grid, in comparison with the standard attack
where all selected components fail simultaneously. To this end, we
compare the load shed from the STD solution to the distribution of
load sheds from orderings of the PERM solution, and when possible,
the ENUM solution. Note that the PERM solution interdicts the
same lines as the STD solution, but just introduces an order to do
so. Fig. 4 depicts histograms of these load sheds for two illustrative
networks. For the small network, we set k = 3 and a generator
ramping bound of § = 10%. The larger network is evaluated with
k = 6 and 6 = 1%. We note that a smaller value of k is chosen for
the small network to include the ENUM solution baseline.

Our results shows how sequential failures can potentially cause
near or more disruption than their simultaneous counterparts. In
Fig. 4a, we plot the histogram of the ENUM solution for the small
network (blue bars), and mark the locations of the STD solution
(vertical red line) and the highest PERM solution (dotted vertical
blue line). While the STD solution lies 7.5% above the highest PERM
solution, the highest ENUM solution lies 19.3% above the STD
solution. This shows that care must be taken in selecting sequences
of failures, as a majority of the sequences from the ENUM solution
yield little to no load shed disruption. The network in Fig. 4b also
reports a similar result. Here, we plot the distribution of the PERM
solution (blue bars), and the location of the corresponding STD
solution (vertical red line); the sequences from the ENUM solution
were too expensive to compute for this case study. Notably, we find
that 81.4% of these permutation solutions lie at or above the STD
solution, and the highest of these values is 47% larger.

Note that the methods are not completely comparable; each
failure model assumes a different defender model. That is, the ag-
gregate network response between the simultaneous and sequential
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failure models allow for different network states to be reached, i.e.,
a generator in the simultaneous failure model will ramp up or down
by at most §, while the sequential model allows generators to ramp
up/down by (k — 1) * 8. Despite this, it is still useful to look at these
differences, as it reveals that the sequence of an attack can vary
greatly from its simultaneous counterpart. Our results show that
there can be sequences of failures that produce larger disruptions,
motivating the need to study and understand such failures.

5.2 Varying the Number of Interdicted
Components

We next explore how changing the total number of interdicted
components, k, affects the maximum load shed in round R. In each
network, we fix the generator ramping bound to § = 10% for all
generators. Fig. 5 plots the maximum load shed found across SE-
QUIN and the other baseline strategies, from k = 2 to k = 8. Larger
values of k indicate longer sequences of failures in the grid.

In general, we observe that as k increases, the average load
shed across all networks also increases (as long as the interdicted
components are chosen correctly). The average percent change be-
tween the sequences found by SEQUIN, and the sequential baseline
methodologies (excluding Greedy-CRIT) range from 0.90 — 38.85%
for the small networks, and 0.12 — 25% for the large networks. We
exclude Greedy-CRIT from these percent changes computed, since
it generally seems to perform very poorly, and skews results. This
shows that our approach is consistently able to produce impact-
ful attack sequences to study. We notice that the lower bound on
this percent change is small, which is due to how the some greedy
heuristics used yield similar sequences to SEQUIN. However, this
does not necessarily stay true across all different values of k evalu-
ated. We will also show later that SEQUIN is able to trade off the
time taken to compute these results in Sec.5.4.
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Examining some of these networks in turn for the highest load
shedding sequence found, we notice first that for very small net-
works, particularly Case 14, the load shed increase only occurs until
k = 3. This behavior is expected when the entire grid fails due to
the interdicted lines. Thus, as k becomes larger, the load shed in the
network does not grow. This is observed using the ENUM baseline.
For the other two small networks, we observe one of two patterns
emerge. In Case 39, the general load shed increases (close to) linear
as k increases, while in Case 60, the rate of increase slows down
after k = 4. Intuitively, these patterns depict how either additional
failures in the grid can still be impactful; or have marginal load shed
in the network. While this indicates that certain k may be more
useful to study for some networks, i.e., the problem of determining
k as a resilience factor for the grid, this is out of scope for this paper.
Larger networks also tend to follow this pattern of linear increase.

5.3 Varying Generator Ramping Bounds

We also explore the impact of varying the generator ramping
bounds on the total load shed at round R for each network. The
generator’s ramping bounds are a proxy measure of the elapsed
time in between the failure of components in the grid: a smaller
ramping bound corresponds to a shorter time period. Fig. 6 shows
plots of the amount of load shed found by the SEQUIN approach
and each baseline method when § is varied from 0% (where the
generator cannot ramp up or down), to 100% (where the generator
can ramp to any output below its maximum p%%). In this experi-
ment, we consider the ramping bound at a step size of 5% (i.e., we
examine load shed at every 5%), and set k = 4 for each result.

In regards to the resulting load shed values found, we note that
our approach is able to consistently identify sequences of failures
that yield in high load shed. This load shed is similar to that of
the greedy load shedding heuristic used; however, this is done in
significantly less time, as shown later in Sec.5.4.

This experiment reveals several interesting patterns that depict
different behaviors of the grid depending on the value of the gen-
erator ramping bounds. For ease of explanation, we use Case 118
in Fig. 6, as this illustrates the general pattern best. At § = 100%,
we find that all solutions, regardless of whether there is a simulta-
neous or sequential failure, will produce the same load shed. This
is because generators are allowed to ramp up or down to their
optimal/natural setpoints at each round. From this perspective, the
last round R in a sequence of failures becomes effectively indistin-
guishable from the simultaneous case. This notion of the natural
setpoint, which is the value of a generator’s power output, describes
the behavior of the grid from between § = 100% to § ~ 25—-50%. In
effect, this range of ramping bounds largely does not constrain the
ability of the generator to ramp up or down, and so there is little to
no divergence between the simultaneous and sequential failures.
The next set of behaviors in the grid occur between § ~ 25-50%
(at the natural setpoints of generators), and = 10% (where the next
set of behaviors of the grid begins). Notably, the amount of load
shed disruption across the simultaneous and sequential failures
starts to split. Here, we observe that the PERM solution generally
is generally lower than the STD solution; as hinted earlier, this
is due to the orderings considered by PERM being suboptimal to
cut for the now evolving network. This is evidenced by the other
strategies that are able to perform better than PERM. However, we
note that the sequences explored by the greedy approaches are
only simple heuristics, and thus sometimes jump in the load shed
found (as observed in Fig. 6). Finally, at § = 0 — 10%, we find that
solutions begin to converge again, albeit at a much larger load shed
value. At the extreme (§ = 0%), generators are unable to ramp at
all, which yields higher load shed disruption. Also note that with
stricter bounds, when a generator is unable to ramp up/down fast
enough, it is shut down; this then requires more load to be cut.
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5.4 On Computational Runtime

We lastly report on the average time taken to find the worst-case
disruption events for the SEQUIN approach, and compare it to
other baseline techniques. Fig. 7 shows the time taken for k = 2 to
k = 8, for each benchmark network (aggregated across all generator
bounds). The ENUM strategy is excluded since many of the cases
are unable to fully enumerate across all solutions.

As expected, it generally takes longer to search for impactful
sequences when k grows, or when larger networks are evaluated. A
key observation is that our approach will generally do more work

to find potential sequences, which causes it to take longer for the
smaller sized networks. However, the process taken by SEQUIN
pays off for the larger sized networks, as our approach is able to
adequately explore different sequences in the network. We attribute
this primarily to the network science properties that are used to
indicate which parts of the network would likely cause significant
network state shift. Comparing results between the smaller and
larger sized networks, note that small networks typically all have
run times that fall under 400s, while the larger networks tend to
scale more poorly. To avoid extreme outliers, we limit the PERM
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baseline to k = 4, since it scales exponentially in the size of k.
We find that the Greedy-FLOW baseline performs similarly across
different values of k; this is because it only evaluates the state of the
network once before selecting its top components for interdiction.
Between our approach and the other baselines, note that there is
significantly more work done in examining the state of the network
- and thus can sequences can be better identified. Finally, we observe
that SEQUIN seems to consider the tradeoffs between exhaustively
searching for attack sequences and the time taken for searching, as
evidenced by the lower run times, combined with the larger load
sheds found as discussed previously.

6 Conclusions and Future Work

This paper presented SEQUIN, a framework that integrates net-
work science and physics-based optimization into a SEQUential
N-k INterdiction model to solve the problem of identifying worst-
case sequential disruptions to electric grid infrastructures. Our ap-
proach efficiently informs the attacker using an interdiction model
of which components would lead to large load shed disruptions.
We provide a methodology to aggregate and reason about the im-
pacts of different types of attacks in the grid. We envision that this
can then be utilized by grid operators to understand worst-case
outcomes. To aid in the usability of SEQUIN, we developed a open-
source interactive toolkit that showcases these concepts. Future
work will explore how such analysis and tools can be utilized by
grid operators to ruggedize the grid and minimize the impact of
sequential attacks. We also aim to improve the identification of
such attacks under more dynamic constraints, e.g., by considering
failures with variable time epochs, in larger use cases. More work in
scaling exact decomposition methods for simultaneous N-k failure
can also help in identifying vulnerabilities.
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A Tables of Notations Algorithm 5: Compute Transmission Width
Table 2: Notation for the Electric Grid Input: Graph G = (N, &), Node i
Output: Transmission Width 7W (i)
1 width, remove <« 0,0

Symbol Definition

G Graph of the network 2 for gen «— N9°" do
i € N Set of buses (nodes) 3 Whlie/ TF”.‘e(?O o tor to node i
., (i- /) € & Set of branches / lines (edges) G m(; (ga rom )genera or to node 4
- -
E N9 Set of buses co-located with a generator ! ’ r_em,O .
load . 5 p < path(gen,i,G )
N Set of buses co-located with a load demand . if p == null then break;
Sf(i) Set of edges directed from bus i , remove « remove U edg’es(p)
E'(i) Set of edges directed to bus i s width — width+1
. 9é Voltage phase angle at bus i o return width
_% P; Active power generated at bus i
& 4  Ramping bounds for generator at bus i
g pS  Active power shed from bus i Algorithm 6: Compute Load Density
p;;  Active power flow on branch (i, j) Input: Graph G = (N, &), Node
: Output: Load Density LD (i)
" p;j The power consumed at i 1 tw,clusters « map(), map()
% p?’+ Maximum power generated at bus i // Initialize Transmission Width and Clusters
é bl.j Inverse of the reactance in branch (i, j) 2 fori — N do
8 Thermal limit of branch (i, j) 3 L twli] « ComputeTransmissionWidth(G,i)

clusters|i] « {i}

tl’ j
A Attacker Player in the interdiction model // Group by Similar Transmission Width
« D Defender Player in the interdiction model 4 for (i, j) « & do
2k The number of components interdicted > L if twli] == tw[J] th?n )
2 . , . . 6 L Merge(clusters|i], clusters[j])
° r Time epoch between attacker’s sequential failures
*g R Maximum number of rounds 7 totalLoad < Y jecrusters(i] P?
a x£ j Binary variable denoting if line (i, j) is interdicted 8 return totalLoad
x" A vector of binary variables {x£ j}
C Additional Experiments for Varying
Generator Ramping Bounds, with k=2 and
B Computation of Network Properties k=3
This appendix presents algorithms that can be used to compute We lastly present additional experiments that were run for varying
each of the network science properties introduced in Sec. 4. the generator ramping bounds (similar to Sec. 5.3) in Fig. 8 and
Fig. 9. These figures differ in the choice of k = 2 or k = 3. The
Algorithm 3: Compute Cut Impact general trends observed in Sec. 5.3 are still found in the figures.

Input: Graph G = (N, &), State o
Output: Cut Impact C7 (G)
1 cmpt,impt < null, 0
for (i,j) « & do
3 if impt < D(x U {xi,j};a) then
L cmpt,impt — x, ., D(x U {xi’j};a)

X

L

a

return impt, cmpt

Algorithm 4: Compute Criticality

Input: Graph G = (N, &), State o
Output: Criticality C(G)

. . - +
1 gencrit < ),;cngen min (|pig - (r(pl.g)l, |pig - a(pig)|)
2 brerit « Z(i,j)eé‘. |ti)j - O-(P[,j)l
3 return gencrit + brerit
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Figure 8: Number of lines interdicted (k) vs Load Shed (per-unit), k=2
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Figure 9: Number of lines interdicted (k) vs Load Shed (per-unit), k=3
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